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Case-Control Data Collection Designs

Readings and software for R, Stata, and Gauss:

http://j.mp/hQilEJ
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Rare Events Data

1. Y is binary, with few 1s and many 0s in the population.
2. Traditional prospective data collection designs are grossly inefficient

(a) Tradeoff: more observations vs better variables leads to huge n’s with
poor X ’s

(b) Also called random, exogenous stratified, cohort, or random
cross-sectional sampling.

(c) E.G., n = 303, 814 nation-year dyads, 1042 at war. X variables are
information-poor (e.g., contiguity, allies, lag(y), etc). Most dyads are
“nearly irrelevant” (Maoz and Russett, 1993) (such as say Burkina Faso
and St. Lucia).

3. Classic Case-Control designs:
(a) Select all cases (Y = 1) and a random selection of controls (Y = 0), and

correct.
(b) Called classic or cumulative case-control (in medicine and epidemiology),

endogenous stratified (in econometrics), choice-based (in random utility
theory within econometrics).

(c) Can save 99% or more of (nonfixed) data collection costs or collect better
variables.
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Rare Events Data

4. Density Case-Control:

(a) Enables control without some functional form assumptions.
(b) At the time of each case (Y = 1), select a sample of controls (Y = 0),

i.e., matched by time.
(c) Easier administratively for many projects
(d) Its easy to compute whatever you like; we’ll focus on the easier classic

case-control design
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Notation for Rare Events

1. Generic outcome variable: Yi ,(t,t+∆) = 1 for “events” (wars, disease
incidence, etc.) and 0 otherwise.

2. Indices: subject i (i = 1, . . . , n) and time interval (t, t + ∆) for ∆ > 0.

3. In etiological studies, we shall be interested in incidence (or onset):

Yi t ≡ lim
∆→0

Yi ,(t,t+∆).

Examples:
A pair of nations go to war in March, 2002
A person contracts AIDS on June 5th, 1988

Will be useful for density case-control designs and causal studies.
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Notation for Rare Events

4. Alternative outcome for prevelance:
Yi = Yi ,(t,t+∆) useful when t + ∆ is the same for all i

Examples:
A person in the U.S. population has lung cancer
A state has at some point sponsored international terrorism
Conditions with brief risk periods like acute intoxication
Conditions with ill-defined onset times like obesity

5. k-vector of covariates: Xi (assumed for now, not time-dependent)

6. Possibly hypothetical values of covariates: X0 and X`
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Quantities of Interest in Analyzing Rare Events that do not
Depend on Time

1. Risk (or the probability):

π0 ≡ Pr(Y = 1|X0)

π` ≡ Pr(Y = 1|X`)

2. Risk difference (or First difference or Attributable risk):

rd ≡ Pr(Y = 1|X`)− Pr(Y = 1|X0)

3. Risk ratio:

rr ≡ Pr(Y = 1|X`)/ Pr(Y = 1|X0)

Gary King () Rare Events 7 / 32



The Odds Ratio

The Odds Ratio is very widely used, but not for good reasons.

What does this mean?
“Cigarette smoking in the first trimester was associated with a small
increased risk of having a child with a cleft lip/palate (odds ratio 1.29,
95% confidence interval 1.18 to 1.42).” (Wyszynski et al., 1997)

A definition

Odds Ratio ≡ or ≡ P(Y = 1|X`)/P(Y = 0|X`)

P(Y = 1|X0)/P(Y = 0|X0)

=
P(X`|Y = 1)P(X0|Y = 0)

P(X0|Y = 1)P(X`|Y = 0)
.

Only OR (and in some cases RR) can be computed from case-control
designs.
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Odds Ratio

The odds ratio has been used even in prospective studies “largely
because it serves as a link between results obtainable from follow-up
studies and those obtainable from case-control studies”(Greenland,
1987)

“On one thing we are in clear agreement: odds ratios can lead to
confusion and alternative measures should be used when these are
available.” (Davies, et al., 1998)

No author has claimed to be more comfortable communicating with
the general public using or than other quantities.

We show how to compute all quantities of interest from case-control
studies so that OR it need not be used if it is not the quantity of
interest.
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Logistic Regression Under Alternative Sampling Designs

1. The model:

Yi ∼ Bernoulli(yi |πi ) =

{
1 with probability πi

0 with probability 1− πi

Pr(Yi = 1|β) = πi =
1

1 + e−Xiβ
.

2. The Log-Likelihood:

ln L(β|Y ) =
∑

{Yi=1}

ln(πi ) +
∑

{Yi=0}

ln(1− πi )
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Corrections for Logistic Regression under Case-Control
Designs

1. The usual: random or exogenous stratified, or cohort or random
cross-sectional sampling.
→ Logistic regression is consistent, efficient, etc.

2. Classic Case-Control: τ , the population fraction of 1s, is the one piece
of information lost under this design.

(a) Weighting; use this log-likelihood:

ln Lw (β|Y ) =
τ

ȳ

∑
{Yi=1}

ln(πi ) +
1− τ

1− ȳ

∑
{Yi=0}

ln(1− πi )

Can be used for any model (must use the sandwich VC).
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Case-Control Corrections

(b) Prior correction The slope is consistent. The intercept can be corrected,
where ȳ=sample fraction of 1s, as

β̂0 − ln

[(
1− τ

τ

) (
ȳ

1− ȳ

)]
.

The same trick works for any multiplicative intercept model, such as logit,
MNL, and feedforward single-hidden layer neural networks (not probit).

(c) Other Methods from econometrics (CML, GMM).
King and Zeng prove that all are equivalent to prior correction under logit.

3. Density Case-Control:

Analogous results work for this design too
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How to Save 99% of Data Collection Costs, an Example

Explanatory Full 90% 0s Dropped 99% 0s Dropped
Variables Sample Prior Correct Weight Prior Correct Weight
Contiguous 3.56 3.55 3.48 3.96 3.45

(.09) (.10) (.10) (.12) (.13)
Allies −.27 −.21 −.27 −.28 −.12

(.09) (.12) (.12) (.15) (.18)
Foreign Policy .23 .45 .07 .38 .48

(.20) (.24) (.26) (.26) (.40)
Balance of Power 1.00 .96 1.01 1.13 .65

(.13) (.15) (.16) (.19) (.24)
Max. Democracy .20 .13 .13 .17 .23

(.06) (.07) (.08) (.08) (.11)
Min. Democracy −.18 −.07 −.10 −.06 −.22

(.06) (.07) (.08) (.08) (.11)
Max. Trade .05 .05 .05 .05 .03

(.01) (.01) (.01) (.01) (.01)
Min. Trade −.07 −.07 −.07 −.08 −.07

(.01) (.01) (.01) (.01) (.01)
Years since dispute −.11 −.10 −.11 −.09 −.10

(.01) (.01) (.01) (.01) (.01)
Major Power 1.31 1.81 1.37 2.27 1.32

(.09) (.12) (.12) (.14) (.20)
Constant −6.78 −6.91 −6.56 −7.14 −6.96

(.23) (.26) (.28) (.30) (.43)

n 303,814 31,319 31,319 4,070 4,070

Entries are logistic regression coefficients with standard errors in parentheses based on a full sample with 90% and 99% of

observations with Yi = 0 randomly dropped. NOTE: variability with more observations dropped is due to sampling.
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What do Others Assume about The Key Missing Quantity
in Case Control Studies, τ?

Epidemiologists’ “rare disease assumption”

The odds ratio is easy to estimate (e.g., in logit, e(X`−X0)β)

rr is possible to approximate with the rare events assumption:

lim
τ→0

or = rrτ .

Problems:

No other quantities can be estimated (reasonably).

If τ = 0, then rd = 0 and π = 0 (i.e., no events occur!).

For larger τ , or overestimates rr.

or isn’t of interest by itself.

Econometricians’ Full Information Assumption

Problem: τ often unknown.
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Manski’s Ignorance Assumption:

Assume τ is completely unknown

Easy for rr:
rr ∈ [min(1,or),max(1,or)]

Hard for rd:

β =

[
P(X0|Y = 1)P(X0|Y = 0)

P(X1|Y = 1)P(X1|Y = 0)

] 1
2

π =
βP(X1|Y = 0)− P(X0|Y = 0)

βP(X1|Y = 0)− P(X0|Y = 0)− [βP(X1|Y = 1)− P(X0|Y = 1)]

and

rdπ =
P(X1|Y = 1)π

P(X1|Y = 1)π + P(X1|Y = 0)(1− π)
− P(X0|Y = 1)π

P(X0|Y = 1)π + P(X0|Y = 0)(1− π)
.

Then rd is bounded between 0 and Aπ.
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Problems:

Bounds are wide and always encompass no effect: 0 for rd and 1 for
rr.

Bounds on rd are very difficult to estimate (& not very pretty!).

Our Simplification of Manski’s rd Bounds
We prove that Manski’s expression can be considerably simplified:

rd ∈
[
min

(
0,

√
or− 1√
or + 1

)
, max

(
0,

√
or− 1√
or + 1

)]

Simpler algebraically

Mathematically equivalent to Yule’s (1912) Coefficient of Colligation
(an interesting curiosity)

Easy to estimate (a function only of or)
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A Bayesian Approach

1. Requires a full, formal prior density on τ : P(τ).

2. Bayesian inference has good properties when averaging over the prior.

3. But if the prior is wrong, inferences are wrong.
4. In case-control designs

(a) The data contain no information on τ
(b) I.E., even with large n, the likelihood never dominates the prior.

5. “diffuse” or “uninformative” priors are highly informative

6. To do it: replace the likelihood in maxlik/optim with the posterior.
E.g., for quantity of interest θ = h(β, τ), we need both parameters:

P(β, τ |y) ∝ P(τ)
n∏

i=1

L(β|y)

= P(τ)
n∏

i=1

πyi
i (1− πi )

1−yi
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A Bayesian Approach

7. The log-posterior,

lnP(β, τ |y) = ln P(τ) +
n∑

i=1

{yi ln(πi )− (1− yi ) ln(1− πi )}

where πi = [1 + e−Xiβ]−1 (and assuming a uniform prior on β).

8. β can be estimated separately since P(τ) is constant; it shifts the entire
function up or down without changing the shape on the β dimension.

9. Since the quantity of interest is a function of β and τ , and yi only
appears in the second term, we see again that the likelihood never
dominates the prior (i.e., we can’t learn about τ from the data).

10. Not a happy situation.
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Our “Available Information” Assumption: Version 1

1. Instead of the extreme “rare events” (epidemiologists), “full
information” (economics), and “ignorance” (Manski) assumptions, we
assume τ ∈ [τ0, τ1].

2. Let πτ , rrτ , and rdτ denote values of π, rr, and rd, evaluated at τ .

3. Since π and rr are monotonic in τ , their bounds are simple:

π ∈ [πτ0 , πτ1 ]

and
rr ∈ [min(rrτ0 ,rrτ1), max(rrτ0 ,rrτ1)]
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Our “Available Information” Assumption: Version 1

4. Since rdτ is a parabolic function of τ , the bounds differ in the
monotonic and non-monotonic regions. In the monotonic region

rd ∈ [min(rdτ0 ,rdτ1), max(rdτ0 ,rdτ1)]

and in the nonmonotonic region,

rd ∈ [min(rdτ0 ,rdτ1 ,rdγ), max(rdτ0 ,rdτ1 ,rdγ)]

where
rdγ = (

√
or− 1)/(

√
or + 1)
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Our “Available Information” Assumption: Version 1

1
τ

RR

OR

OR

If OR >1

If OR <1

RR=1
τ=0 0

1
τ

RD

If OR >1

If OR <1

τ*

RDπ

RDπ

RR as a monotonic function of τ ; AR as a parabolic function of τ

5. Confidence Intervals: Computed via simulation, are conservative.
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Revising Manski’s (1995, 1999) Hypothetical Example

1. X = 1 for smokers and X = 0 for non-smokers

2. Y = 1 for coronary heart disease and Y = 0 otherwise

3. Probabilities:

P(X = 1|Y = 1) = 0.6, P(X = 1|Y = 0) = 0.49,

P(X = 0|Y = 1) = 0.4, P(X = 0|Y = 0) = 0.51.

4. Assumptions about τ (prevalence of CHD in the population):

(a) Manski’s ignorance: τ ∈ [0, 1]
(b) Our alternative: τ ∈ [.05, .15].
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Revising Manski’s (1995, 1999) Hypothetical Example

5. Results:

The risk of coronary heart disease for smokers:
Manski: No information
King-Zeng: [.06,.18]
Risk Ratio of heart disease due to smoking
Manski: [1,1.57]
King-Zeng: [1.46,1.53]
Risk Difference of heart disease due to smoking
Manski: [0,.11]
King-Zeng: [.021,.056]
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A Robust Bayesian Interpretation

1. Recognize that choosing a single prior density is infeasible

2. Define a class of priors that includes all densities subject to∫ τ1

τ0

P(τ)dτ = 1

3. Prior elicitation is much easier

4. The cost: only a class of posteriors is known, which normally makes
results hard to interpret.

5. Here, its easy: the credible intervals give a convenient inequality (rather
than the usual equality) statement: the computed interval is always as
least as great a the nominal coverage.

6. Possible objection: Is it reasonable to assume zero probability outside
[τ0, τ1]?
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A Robust Bayesian Interpretation

7. Generalization: a traditional prior outside [τ0, τ1], with a class of priors
inside defined by ∫ τ1

τ0

P(τ)dτ = 1− α.
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Implementing Robust Bayesian Inference

1. This is all done with the ReLogit software, available at
http://GKing.Harvard.edu.

2. Run the logistic regression to estimate the slope vector β̂1 (which is
consistent) and unadjusted constant β̂0 (which is not)

3. Choose the interval τ ∈ [τ0, τ1] based on information external to the
data.

4. Choose α if desired; we’ll set α = 0 for now, hence ignoring the
generalization (it rarely makes a difference in practice).

5. Choose a quantity of interest: rr, rd, π, etc.
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Implementing Robust Bayesian Inference

6. Draw m simulations of β using both bounds:

(a) Draw m simulations of the unadjusted β from its posterior density,
N(β|β̂, V̂ (β̂)).

(b) Correct the first m/2 of the simulations of the intercept (the first element
of β̃) using the lower bound on τ :

β̃0 − ln

[(
1− τ0

τ0

) (
ȳ

1− ȳ

)]
.

(c) Correct the remaining m/2 the simulations of the intercept (the first
element of β̃) using the upper bound on τ :

β̃0 − ln

[(
1− τ1

τ1

) (
ȳ

1− ȳ

)]
.

(d) Combine all simulations of the β’s into one set

Gary King () Rare Events 27 / 32



Implementing Robust Bayesian Inference

7. Compute simulations of the desired quantity of interest one bound at a
time. E.g., for values Xc of X ,

πc = [1 + eXc β̃]−1

for the upper and then lower bound.

8. Could construct an 80% CI by taking the 10th percentile (from the
lower bound) and 90th percentile (from the upper bound).
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Example: Bacterial Pneumonia in HIV Patients

1. King and Zeng replicated: Tumbarello, M., E. Tacconelli, K. de Gaetano, F.
Ardit, T. Pirronti, R. Claudia, and L. Ortona, “Bacterial Pneumonia in
HIV-Infected Patients: Analysis of Risk Factors and Prognostic Indicators,”
Journal of Acquired Immune Deficiency Syndromes and Human Retroviology,
1998, 18: Pp. 39-45

2. The largest case-control study ever conducted of the risk factors leading to
bacterial pneumonia in HIV-infected patients: 350 cases and 700 controls.

3. Dependent variable: Y = 1 if the patient has bacterial pneumonia, Y = 0
otherwise.

4. 4 explanatory variables, each considered separately.

5. The authors report prior knowledge of τ (the fraction of HIV-seropositive
individuals in the general population who have an episode of bacterial
pneumonia), based on previous studies, as τ ∈ [0.097, 0.29].

6. We interpret this to be a 99% prior interval and for simplicity assume the
remaining α = 0.01 mass to be uniform in [0,0.097) and (0.29,0.6]. (This
doesn’t make much difference.)
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Results of the Replication & Extension

Risk Factor
Quantity of Interest IV Drug Use Smoking Pneumonia Cirrhosis

or 1.44–2.70 1.81–3.64 1.01–1.88 1.01–2.49
rr 1.31–2.45 1.52–3.13 1.01–1.73 1.03–2.17
rd 0.03–0.19 0.05–0.27 0.00–0.13 0.00–0.20

Pr(Y = 1|X = 0) 0.05–0.26 0.05–0.26 0.08–0.31 0.08–0.31
Pr(Y = 1|X = 1) 0.10–0.38 0.13–0.47 0.09–0.40 0.10–0.50

1. Replication of 95% CIs in Tumbarello (1998).

2. Extension with ≥ 95% intervals for quantities of interest via Robust Bayesian
analysis.

3. rr < or, with the most noticable effects for IV drug use and smoking. (Would be a
larger difference if bacterial pnemonia was less rare.)

4. Final three rows do not appear in any form in the original article.

5. E.g., smoking increases the probability of bacterial pneumonia between 0.05 and 0.27
(a ≥ 95% CI for the risk difference, rd).

6. E.g., the ≥ 95% CI for the base probability of an IV drug user contracting bacterial
pneumonia is 0.10–0.38.
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Remarks on Reporting Standards

Odds ratios are not of interest, even when convenient.

The assumption that connects or and rr is often left implicit, resulting in
much confusion. Some think rr can’t be estimated even in cross-sectional
studies.

Much controversy exists in the medical literature over when or need be
reported. With methods discussed here, or never need be reported. A
confidence interval for π, rd or rr can be reported instead.

Instead of:
“the effect of smoking on lung cancer is positive or = 1.38 (95 percent CI
1.30–1.46).”
researchers can write:
“smoking increases the risk of contracting lung cancer by a factor of
between 2.5 to 3.1 (a ≥ 95 percent CI)”
or
“smoking increases the probability of contracting lung cancer between 0.022
and 0.051 (a ≥ 95 percent CI)”
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Remarks on Reporting Standards

The methods discussed here are meant to improve presentation and
increase the amount of information that can be extracted from
existing models and data collections. They do not enable scholars to
ignore the usual threats to inference (measurement error, selection
bias, confounding, etc.) that must be avoided in any study.
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